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1. Executive Summary 

We analyzed data that we collected from Social Media (Facebook and Twitter) and Media (press 

coverage) to understand a) the public discourse on the issue addressed in Pandora’s Promise 

prior to the film’s release,  b) changes in this discourse since he film release, and c) the public 

reaction on the film. We find that the press coverage on the film connects to the ongoing debate 

on the issue that the film is concerned with. This observation is also enabled by the fact the 

content of the film is closely linked to the public discussion of the film’s key issues. Nonetheless, 

Pandora’s Promise also receives public recognition as an art product.  

The social media analysis for Pandora’s Promise suggests that, on Twitter, the film account is 

following more highly influential people than vice versa. Out of the users that the account was 

able to attract, 22 users fall into categories of types of agents or organizations that are directly or 

indirectly relevant with respect to social change (NGO, Media, Energy Companies), but only two 

of them are potentially influential users with more than 10,000 followers. On Facebook, the 

movie was able to engage users in a lively debate on the film’s topic. Users not only picked up 

the topics of the posts, but also contributed new, topic-related discussion points. Active users in 

terms of participation in commenting are mainly from the U.S, male, and can be divided into two 

groups of for versus against the film’s issue. 
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2. Introduction  

Documentaries are meant to tell a story, i.e. to create memories, imagination and sharing (Rose, 

2012). Moreover, the goal with documentaries is to induce change in people’s knowledge and/ or 

behavior (Barrett & Leddy, 2008). How can we know if a production has achieved these goals? 

We herein apply an empirical, scalable and systematic methodology that we have been 

developing for this purpose to data on the “Pandora’s Promise” documentary (referred to as PP 

herein).  

In a nutshell, we approach this question by combining computational techniques from data 

mining and network analysis: we assume that documentaries are produced, screened and watched 

as part of larger and continuously changing ecosystems that involve multiple stakeholders and 

the flow of information between them. We track, map and analyze socio-semantic networks that 

represent these stakeholders and the information they disseminate (Diesner, Aleyasen, Kim, 

Mishra, & Soltani, 2013). 

3. Background on Prior Work and Alternative Solutions 

Prior work on assessing the impact of documentaries is limited in scope, depth and practical 

implementations (Barrett & Leddy, 2008; Figueroa, 2002). Major media institutes have proposed 

systematic frameworks, which are mainly of theoretical and/or normative nature (Barrett & 

Leddy, 2008; Clark & Abrash, 2011; Figueroa, 2002; KnightFoundation, 2011). Some 

frameworks include network related indicators, but fail to implement and measure them. 

Scholarly work on this topic is primarily confined to studies of psychological effects of films on 

individuals, and conceptualizes documentaries as a subcategory of mass media.  

Overall, evaluation in this domain has typically been done by using (a) traditional, scalable and 

quantitative methods and metrics, such as the number of visitors of a screening or webpage, 

and/or (b) conventional, qualitative and small-scale methods for in-depth analysis of the 

perception of a topic or product by small numbers of people, such as interviews with focus 

groups. We integrate these two levels by jointly considering (a) the social network of 

stakeholders involved with the main topic of a movie - whether they have anything to do with a 

particular production or not - and (b) the substance of the information produced and shared by 

these groups. The resulting socio-semantic networks allow for reasoning about two types of 

behavioral information - relationships and information (Diesner, 2013; Roth & Cointet, 2010).  

4. How our Approach works: Background and Methodology  

Our solution is based on a theoretical framework that we developed by synthesizing indicators of 

impact based on empirically tested theories from media effects, diffusion research, social and 

semantic network analysis, and collective action. The resulting CoMTI (content, medium, target, 

and impact) framework incorporates indicators specific to documentary evaluation that we 

identified in discussions with subject matter experts as well as additional impact metrics that we 

considered relevant (Diesner, Pak, Kim, Soltani, & Aleyasen, 2014). This framework considers a 

variety of stimuli that have been associated with cognitive, attitudinal, and behavioral change on 
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the individual, communal and societal over time. In a nutshell, our methodology involves the 

following three steps (for details see (Diesner et al., 2013):  

1. Baseline model: First we map the current discourse about the main issue addressed in a movie 

prior to release. This is mainly to understand the existing ecosystem and where impact is 

possible. Main issues can be identified in a data driven way, e.g. by conducting text 

summarization techniques on the film transcript, or by film makers or funders. Based on our 

experience so far, the outcomes from both strategies do not necessarily align. Once the main 

issues are identified, we use a) network analysis to detect key agents and organizations and b) 

text mining techniques to find trends in current discussions (topics, sentiments, dynamics). For 

this step, we use ConText (http://context.lis.illinois.edu/) and NodeXL 

(http://nodexl.codeplex.com/) to collect, analyze and combine text data and network data based 

on news coverage data, social media data, and interviews with focus groups. Practitioners can 

use this procedure to understand the given opportunity space for connecting campaign work to 

relevant stakeholders and themes; helping them to strategically allocate scarce resource and 

mobilizing social capital.  

Ground truth model: This represents the information contained in the actual documentary or 

media product, i.e. the message that the film can communicate. We understand that there is much 

more to a film than the actual content, e.g. the cast, images, sound and other aesthetic elements, 

which are not yet considered with our methodology. At the same time, we argue that the film’s 

content is the smallest common denominator that anybody watching/ listening to a media product 

could take away. For this purpose, we apply the same text mining techniques as in step one, but 

this time to the film transcript.  

Change model: Finally, we measure whether the needle has moved, i.e. trying to capture the 

measurable impact of a film. For this purpose, we reassess the public discourse and key players 

related to/ co-mentioned with from the film’s release onward in time. The same types of data 

analysis techniques as in steps 1 and 2 are used. We analyze the overlap of: 

- The ground truth model with the change model. This is information from the actual film 

that made it into public discourse, i.e. had an impact on public discourse. 

- Any change in the topic (change model) and (social) media coverage of the film. This is 

the impact of social media and press on the perception of the topic addressed in the film. 

- Subtracting the ground-truth model and (social) media coverage from the change model 

let’s use identify the amount of change in the topic of interest that can be attributed to any 

other things going and in the world. Because they do. 

5. Analysis of Media Coverage of Issue and Film 

a. Data Collection and Curation 

To assess the media coverage of the core issue addressed in PP and the movie itself, we collected 

and analyzed news wire data from LexisNexis Academic. To map the debate around the main 

issue addressed in the movie, we consulted with a subject matter expert (Robert Stone) for 

http://context.lis.illinois.edu/
http://nodexl.codeplex.com/
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suitable keywords. Based on his suggestions, we tested various key word combinations and 

index term constrains for retrieving articles1. We divided the search into two time segments: 

December 31, 2011 to January 17, 2013 (= Press Before) and January 18, 2013 to February 5, 

2014 (= Press After). The split point reflects the point in time when PP was screened at the 2013 

Sundance Film Festival. We retrieved 825 unique articles for Press Before and 827 unique 

articles for Press After. We retrieved a total of 83 articles (65 of them being unique) about the 

movie itself that were published from January 18, 2013 to February 5, 20142.  

The data cleaning, management and analysis of all LexisNexis data was then performed in 

ConText3 . To the best of our knowledge, ConText is the only publicly available tool that 

supports the conversion of raw data from LexisNexis into a controlled and curated dataset and 

database per query. The database that gets automatically created and populated with data 

includes information about an article’s release date, source and publication venue, language, 

author, images and graphics, length, and key words, among other categories.  

In summary, we have four text data sets: 

- Transcript of the movie. From this we construct the ground truth model. 

- Press coverage on the main theme addressed in the movie before (baseline model) and 

after the screening of PP at the Sundance Film Festival.  

- Press coverage on the movie from the Sundance Film Festival onwards.  

b. Semantic Networks from Meta Data  

The database we construct from the LexisNexis data entails keywords that were automatically 

assigned and indexed by LexisNexis. The key words represent the main, high-level individuals, 

organizations, locations and issues addressed in every article if applicable. A percentage value 

per keyword (also determined by LexisNexis) indicates the strength of association of a keyword 

with the article. Using ConText, we construct semantic networks from these keywords based on 

                                                 
1
 Query settings for Press Before and Press After: Source: All English Language News. Terms: nuclear AND 

((climate change) OR (renewable*) OR (clean energy) OR (green)) AND Date (geq(01/18/2013) AND 

leq(02/05/2014)). This is for the second time segments; dates respectively different for Press Before. Query settings 

for Film Press: (“Pandora’s Promise” AND Stone) AND Date (geq(01/18/2013) AND leq(02/05/2014)).  
2
 The film received press attention before January 18, 2013. We began our search with this date so that the press 

collected regarding the film covered the same date range as the press concerning the topics of the film published 

after the film’s release.   
3
 When downloading data from LexisNexis, only batches of up to 500 articles including meta data can be stored at a 

time (for downloading larger search results, multiple batches need to be saved one by one). We built a module for 

ConText that pre-processes these downloaded batches by: 

- splitting them up into individual text files, 

- deduplicating the articles, which is necessary because the same or highly similar articles might have been 

published by multiple outlets, 

- storing each article as an individual text file, and 

- storing all data pertaining to each article in a database. 
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their co-occurrence per article.  

Semantic networks are structured representations of information and knowledge that are assumed 

to represent the knowledge that some person or group has about a topic, and are typically used 

for reasoning and inference purposes (Diesner & Carley, 2011; Woods, 1975). At a minimum, 

semantic networks entail nodes, which are also referred to as concepts, and links or edges 

between the concepts. In this case, concepts represent key words that summarize or synthesize 

the information provided in news articles, and links are formed for any concepts that co-occur 

per article. The cumulative link weight represents the number of articles for which a link was 

observed based on the disambiguated articles. In a semantic network, the meaning of a concept is 

the ego-network of that concept, i.e. the nodes (alters) and links that get activated when the focal 

node (ego) is mentioned. The meaning of the entire network emerges from the collective 

meaning of the nodes as well as the structural properties or patterns of the entire graph. In 

ConText, the user decides between which categories links shall be formed. For example, 

connections among and between agents and/or organizations represent a social network. The user 

also sets the strength value from which on key words are considered; the higher the value the 

smaller and more focused the resulting network. The networks images below were generated in 

Gephi (https://gephi.org/) based on the output files from ConText. In these pictures, the node 

colors indicate clusters (different flavors of meaning in this case) that naturally emerge from the 

data. Node size correlates with the degree centrality (number of direct neighbors) per node; the 

bigger the node the more it connects and relates to other themes.  The resulting networks suggest 

the following:  

Baseline: The debate around the main theme of the movie (nuclear energy) is centered on 

renewable as well as nuclear energy, power plants, and alternative energy sources (Figure 1). 

The fact that these nodes occupy central positions in the networks means that these themes are 

driving the public discourse on the given issue.  

Change in baseline (from film release onwards): The thematic coverage from after the release 

onwards still has a strong focus a) renewable as well as nuclear energy and power plants 

(strongest nodes in green cluster, similar as topic before) and b) climate change, emissions and 

greenhouse gases (strongest nodes in red cluster) (Figure 2), but show an overall stronger cross-

linkage of these two clusters. This means that the public discourse connects these two topics 

areas more strongly.  

Press coverage of the film: About half the press coverage on the movie itself is about the movie 

as an art product (the green cluster); with “documentary films” being the central node in this 

cluster (Figure 2). The other half is about renewable as well as nuclear energy and power plants 

(the red cluster). This latter group correlates strongly with the first main theme of the movie. 

This means that the film is successful in tapping into the public discourse on the theme addressed 

in the film and connecting the arts and making of the film to the central societal issues. We 

consider this successful media coverage. Note that the networks on the coverage of the theme 

(Figures 1 and 2) are larger and denser than those for the press coverage of the film (Figure 3) 

https://gephi.org/
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because the underlying datasets contain more articles. 

 

Figure 1: News Coverage on Topic Before Film Release: Semantic Network of Meta Data 
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Figure 2: News Coverage on Topic After Film Release: Semantic Network of Meta Data 
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Figure 3: News Coverage of Film: Semantic Network of Meta Data 
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c. Digging Deeper: Summarization of Content of Text Data Sets 

After exploring meta-data and keyword networks, we are digging deeper into the substance of 

the transcript and media data by analyzing the content of those documents. We use the following 

three summarization techniques to gain an efficient understanding of the gist of information 

contained in these different datasets: corpus statistics, topic modeling and sentiment analysis. 

Each of these techniques is explained in more detail below.  

Corpus Statistics  

One highly effective and efficient way to measure prominence or salience of terms explicitly 

mentioned in some text data set is to look at cumulative and weighted term frequencies. Table 1 

lists the most frequent terms per dataset after removing stop words (we used the stop word 

removal technique in ConText to eliminate those highly frequent yet not content bearing terms). 

Table 2 lists the terms that scored highest on the tf-idf metric. In short, tf-idf scores terms high 

that occur often in a few documents. Therefore, this technique does not apply to the transcript, 

which contains only one document. Terms that occur in more than one dataset are marked in 

green, unique terms across datasets are marked in red.  

Here are our findings: In agreement with the findings from meta-data analysis, the coverage of 

the issue addressed in PP is highly similar before and after the release of the movie, including: 

- Baseline and change in baseline: A focus on nuclear energy, power plants, and 

alternative energy sources in the press coverage on the issue before and after the 

film release. Additional emerging themes that are not visible from looking only 

into meta-data: costs and legislation.  

- Ground truth: The film’s content aligns with these themes, i.e. it picks up the 

public (discourse) where it is at and aligns with it, but also entails negatively 

valued terms that do not later on occur in the press coverage of the issue or the 

film, including radiation and waste. 

- The press coverage of the film covers to about equal parts the film as an art 

product and as a communication vehicle for addressing the issue at stake; using 

the same concepts that are already present in the public discourse on the film. In 

other words, the film’s content and press coverage on the film tap into the existing 

public discourse on the given issue; making it much easier for the film to connect 

to relevant stakeholders and adding a new dimension into the discourse.  

- A shift from focus on “clean” to “coal” over time in the press coverage of the 

issue, not the film. 

 

 

 

 



10 

 

 

 

Table 1: Salient Terms per Dataset by Absolute Cumulative Frequency 

 

Table 2: Salient Terms per Dataset by Weighted Frequency (tf-idf) 
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Topic Modeling and Sentiment Analysis 

Topic modeling is an unsupervised machine learning technique that summarizes the content of a 

corpus of unstructured, natural language text data in terms of the most salient topics that are 

explicitly or implicitly contained in the data (Blei, Ng, & Jordan, 2003; Griffiths, Steyvers, & 

Tenenbaum, 2007). Each topic is represented by a fit value that indicates how strongly a topic 

describes a text set, as well as the most salient terms per topic in the underlying data. The terms 

per topic are sorted by their fit with a topic.  

Topic modeling is a parameterized method, i.e. the user has to set the number of topics to be 

identified (we used 3-10 depending on the size of the dataset), the number of terms per topic 

(again, 3-10), the iteration rate for the routine (500), and a list with non-content bearing terms to 

be excluded from the analysis. We identified the best settings per data set by running topic 

modeling with different parameter configurations multiple times and comparing the results.  

In the resulting images (Figures 4-7), each of the most salient topics is displayed as a cluster 

(typically 5 clusters per Image). Think of these clusters as different topics addressed in a dataset. 

The size of a cluster correlates with its prevalence within a single dataset (scaled according to the 

dirichlet parameter for fit value per topic). The same goes for individual terms within clusters: 

the larger a word, the more strongly it represents the topic it belongs to.  

We have also added sentiment analysis into these visualizations: sentiment analysis basically 

helps to answer the following question: How does an individual or a group of people perceive a 



12 

 

topic, product, etc.? The underlying assumption with topic modeling is that human language 

provides windows into people’s emotions and cognition. In the images below, neutral words are 

shown in blue, words with a negative connotation in red, and words with a positive connotation 

in green. Words that have no sentiment or opinion value are shown in black.  

Here are out findings: The press coverage of the issue before (Figure 4) and after (Figure 8) the 

release of the film show similar results as already detected with the abovementioned techniques. 

“Support” and “clean” occur as positively values terms, “costs” as a negative terms.  

To understand the main message that a viewer might get from watching a movie in a purely text 

data driven way, we also run topic modeling paired with sentiment analysis on the transcript. 

Figure 5 indicates that the movie involves specific individuals, e.g. Michael Shallenberger, 

Lynas, Gweneth, and addresses negatively loaded terms, e.g. “waste” and “cancer”, which are 

not prominent in the press coverage of the movie or the debate on the topic.   

Consistent with our prior results, the press coverage brings together mentions of the film as a 

documentary and art product as well as a media product that addresses the substantive issues also 

considered in the public discourse on the same topic (Figure 6).                  
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Figure 4: Summary of Press Coverage of Theme before Film Release: Topic Modeling and Sentiment Analysis 

 

Figure 5: Summary of Transcript: Topic Modeling and Sentiment Analysis 
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Figure 6: Summary of Press Coverage of Press on Film: Topic Modeling and Sentiment Analysis 

 

Figure 7: Summary of Press Coverage of Theme before Film Release: Topic Modeling and Sentiment Analysis 
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6. Social Media Analysis 

a. Twitter account (account name: pandoraspromise) 

As of January 29th, 2014, a total of 1,728 twitter users (= followers) are following the film’s 

twitter account, while the account itself is following 1,994 users (= followees = friends = 

followed). Among them, the account is following and also followed by 445 users (= reciprocated 

followers = intersection).  

Followers: Of the 1,283 users following – but not followed by – Pandora’s Promise, one of them 

(= dtanov) is a power user with more than 100,000 followers. On Twitter, a message usually 

flows from any one user to their immediate followers. Thus, the number of followers represents 

the potential power of a user to disseminate information and affect others. 

Intersection: the overlap of followees and followers equals 445 users; with three of them being 

power users. This type of reciprocated relationships implies stronger social capital than both 

types of unidirectional relations (Hansen, Shneiderman, & Smith, 2010). 

Followees: The film account is following – but not followed by – 1,549 user accounts (= 

followees). Followees represent the group of users the film account is interested in and also the 

possible pool of followers of the film account in the future. Among them, 86 accounts are 

identified as power users with more than 100,000 followers. 

Next, we took a closer look at the aforementioned followers. We divided all followers into five 

types of account: government or legislation, NGO, Media, energy companies, and others. We 

assume four types - government (or legislation), NGO, Media, and energy companies - to be 

directly or indirectly relevant with respect to social change. There are 22 users who belong to 

three of these four types, while none is affiliated with government (or legislation): NGO (N=9), 

Media (N=8), and Energy Company (N=5). Only two out of 1,728 followers were found to have 

more than 10,000 followers and belong to any of the four types. Most users from the “others” 

category self-identify as writers, film directors, social media experts and environment experts. 

b. Facebook Fan Page (account name: pandoraspromise) 

We do not assume all social media platforms to lead to the same impact; thus we complement the 

Twitter analysis with an analysis of user activity on Facebook. On Facebook Fan Pages, users 

can provide comments to posts. This provides a valuable source for analyzing stimulus (posts) 

and responses (comments to posts); which together form a public discourse.   

As of January 30, 2014, there are 389 posts on the Facebook of the film; most of which contain 

some text data. On this page, 2,271 people have clicked 9,965 “Likes”, and 501 users have 

posted a total of 2,833 “Comments” since January 2013. Figure 8 shows a clustered semantic 

network generated from the posts on this page, where nodes are words in the posts, and links are 

formed if any two words co-occur at least five times within and/ or across posts. The width of the 

ties is proportional to the frequency of co-occurrence. Each emerging cluster is indicated by a 

separate box and color. These clusters represent the different themes that emerge from the 
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discussion on this page.  

The most prevalent cluster (upper left) is focused on the theme of the movie, i.e. nuclear energy 

and green energy. This means that the film’s fan page is successful in communicating the main 

message of the film. The 2nd most prominent theme is announcements of screenings.   

We can compare this network to the one generated from the user’s reactions to those posts. 

Figure 9 shows the semantic network constructed from the replies; using the same rules and logic 

as above. Users’ core discussions center on 1) nuclear energy and opposing to it and 2) 

renewable energy sources.  

We also see that posts and comments intersect on the topic of further learning resources; 

indicating that people care for hard facts in addition to the sentiments that are also stated. 

Overall, the discourse on the Facebook Fan Page suggest a lively debate in which users pick up 

on the provided stimuli (posts) by addressing additional themes in their comments. We conclude 

that this fan page has been successful in stimulating a public debate on the core topic of the 

movie.  

Figure 8: Semantic Map of Posts on PP’s Facebook Fanpage 
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Figure 9: Semantic Map of Comments to Posts on PP’s Facebook Fanpage 

  

Some of the 501 users who posted a total of 2,833 comments to 389 posts of the film commented 

on the same posts. We consider this behavior to represent a certain type of relationship, i.e. being 

interested in the same pieces of knowledge and information. This co-comment relationship not 

only indicates that a pair of users may have similar interests, but also that they are likely to read 

each other’s’ comments because of Facebook’s default notification system.  

In summary, the social media analysis for Pandora’s Promise suggests that, on Twitter, the 

account for the movie is following more highly influential people than vice versa. Out of the 

users that the account was able to attract, 22 users fall into categories of types of agents or 

organizations that are directly or indirectly relevant with respect to social change (NGO, Media, 

or Energy Companies), but only two of them are potentially influential users, i.e. have more than 

10,000 followers. On Facebook, the movie was able to engage users in debate on the film’s topic. 

The users have picked up the topic on the posts, and have contributed new discussion points 

related to the movie. Active users in terms of participation in commenting came mostly from 

U.S, were male, and can be divided into two groups for or against the film’s message.  

The outlined outcomes of the potential (outreach) impact of the film can be fixed or boosted with 

some skilled social media management activities (Hansen et al., 2010; Kraut et al., 2012). This 

means implementing some targeted efforts to attract and sustain a community of individuals and 

organizations who are interested in a) the movie per se – either as an art product or a vehicle for 

communication, or b) the issue(s) addressed in the movie. One first step would be to repeat the 

presented Twitter analysis for highly influential accounts that represent individuals or groups 

who are closely affiliated with the core issue of the movie, but are not associated with the movie 

itself, then start following the identified influential people and disseminating information to 
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them. Another strategy would be to analyze the list of followees of influential twitter users who 

follow the movie account and identify potential points of contact among them. 
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